Session 2
Challenges for XAl (and some XAl methods)

Gunnar Konig
October 21 2026



Why XAI?



Q: What are concrete questions that one
might like to answer with XAI?



Common Narrative

ML excels at accurate prediction within a given distribution.

 Often we are not (only) interested in accurate prediction.

Doshi-Velez, Finale, and Been Kim. "lowards a rigorous science of interpretable machine learning." arXiv preprint
arXiv:1702.08608 (2017).



Example: Scientist

Which biomarkers are

S
Is the patient ill* correlated with the disease?

inference

What can we do to treat the
disease?

Does the diagnosis
model also work in a
different hospital?

robustness



Example: Individual Affected by ML Decision

What can | do to change the
Can | contest the decision

decision?
because it Is
iIncorrect, unfair, ...?

recourse
contestability



Example: LLM researcher

Can | steer the model to

behave differently?

Does the model deceive us /

pursue misaligned goals?

control
safety




Common Narrative

ML excels at accurate prediction within a given distribution.

* Often we also/actually want robustness, contestability, inference,
recourse, safety, control ...

 Hope: If we “understood” the model, we could assess/fulfill the
aforementioned requirements.

= We need “interpretability” / “explainability”.

Zachary Lipton, “Interpretability: of what, for whom, why, and how?”
Machine Learning for Physics and the Physics of Learning (2019).



Examplel: Permutation Feature Importance (PFl)

Model-agnostic, global, feature importance method

Idea: Gain understanding by assessing how
destroying a feature affects the model’s

performance. e "
Formally: The difference in risk before and after e

perturbing X. -

PFI] — R(f(XJ, X_]), Y) _ R(f(X), Y) 0.0 0.5 1.0 15 - (Méizo) 2.5 3.0 3.5 .

with X; ~ P(X))and X; L X_, Y.

Breiman, Leo. "Random forests." Machine learning 45 (2001): 5-32.



Example 2: Partial Dependence Plots (PDP)

Model-agnostic, global, feature effect method

Idea: Understand model by assessing how

changing a feature affects the prediction. -
Formally: Marginalize out all features but the
feature of interest x;. =

f,0) = Ex_[f(x}, X_))]

Friedman, Jerome H. "Greedy function approximation: a gradient boosting machine." Annals of statistics (2007): 1189-1232.



Example 3: SHAP

Model-agnostic, local, feature effect method

Idea: Fairly attribute the prediction to the individual features using game-
theoretic Shapley values.

higher Z lower

f(x) base value
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Challenges for XAl
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Challenges for XAl

Challenge I: Unclear Goal

e “Explainable” is not well-defined and
therefore does not serve as a goal

S P
N

* reason: different incompatible
subgoals are conflated

e Subgoals must be disentangled
@ . @ : :

Lipton, Zachary C. "The mythos of model interpretability: In machine learning, the concept of interpretability
Is both important and slippery." Queue 16.3 (2018): 31-57.

13



Challenges for XAl

Challenge llI: Misinterpretation

» Unclarity about what insight methods N
provide (practitioners rely on superficial _— -
criteria instead, Krishna, 2022)

00000

* missing interpretation rules

 Practitioners not aware of them s I
 Methods should be intelligible for their Wif:i‘;i‘j o
target audience!

Krishna, Satyapriya, et al. "The disagreement problem in explainable machine learning: A practitioner's perspective."
arXiv preprint arXiv:2202.01602 (2022).
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lllustrative Example

Why didn’t | get the loan?

Anchor: “You are between 30 and 40 years
old and have between 10 and 500€ in
savings, and any such applicant is rejected.”

Local rule that anchors the decision:
6 “Everyone” in the scope get the same

decision as explanation receliver Xx.

savings: 200€ salary: 1000€

Ribeiro, Marco Tulio, Sameer Singh, and Carlos Guestrin. "Anchors: High-precision model-agnostic explanations." AAAIl 2018.
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Anchors in Image / Text

Where 1s the dog”? on the floor
What color is the wall? white
When was this picture taken?  during the day
Why i1s he lifting his paw? to play
rial iage | anchor for “beagle” input (anchor highlighted bold) prediction

Ribeiro, Marco Tulio, Sameer Singh, and Carlos Guestrin. "Anchors: High-precision model-agnostic explanations." AAAI 2018.17



Scope

Binary mapping A : X — {0,1}, data points z
with A(z) = 1 are in the scope.

To ensure intelligibility, anchors construct the
scope as conjunctions of feature predicates

a;: %+ {0,1}.

A(z) = ax) Aa(x) A ...

Example:

: L Feature space X'
A(savings, age) := 110§saVings§500 A 13O§age§40

Ribeiro, Marco Tulio, Sameer Singh, and Carlos Guestrin. "Anchors: High-precision model-agnostic explanations." AAAI 2018.18



Anchor

Intuition: “Everyone” in the scope gets the same decision
as explanation receiver Xx.

Let f be the predictor, x the explained observation. Let

7 € (0,1]. Then A is an anchor for x and f if:

2. A is precise, formally prec(A) > 7, where

prec(A) :=P,_ 1, () =fx) |A=1).

Ribeiro, Marco Tulio, Sameer Singh, and Carlos Guestrin. "Anchors: High-precision model-agnostic explanations." AAAI 2018.19



Coverage

Let A(z) :=1._.. Then A is an anchor:

=X

MAXx) =1
prec(A) = 1

But: The anchor tells us nothing new!

— Anchors should be general;

coverage(A) = Py (A(x))

Ribeiro, Marco Tulio, Sameer Singh, and Carlos Guestrin. "Anchors: High-precision model-agnostic explanations." AAAI 2018.20



Optimization Problem

For explanation receiver x and precision level T we optimize
max,.- 4 coverage(A) s.t. prec(A) > randA(x) =1,
where A Is the space of scopes.
I Large search space (combinatorial explosion), non-convex.

I Exact evaluation of precision not feasible.

I Approximate evaluation of precision is expensive.

Ribeiro, Marco Tulio, Sameer Singh, and Carlos Guestrin. "Anchors: High-precision model-agnostic explanations." AAAI 2018.21



Anchors and Decision Trees

A) feature space B) decision tree
X2\ O - Cau<2>
O " o O yes no

4 L]

) O AL Gz<2.3 %<4.3

yes no yes o)
1 o° p B Oq 13
L]

2 Dl:l = ] L yes no

L3 ®
yes no
O>
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Q: Are Anchors Useful? What for?



Anchors for Complex Models

(b) complex model

24



Challenges for XAl

Challenge Ill: Simple Explanations for Complex Models

 When the goal is to reconstruct the model, explanation must assume
some form of simplicity

* The notion of simplicity of our explanation must match the model

e Some models might simply not be ‘explainable’
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Counterfactual Explanations and
Algorithmic Recourse



Counterfactual Explanations (CEs)

Idea: Explain prediction for observation x" by assessing the minimal
changes necessary to get a desirable prediction.

Example: If your debt would be 10000€ smaller, you would be have gotten
the loan.

Wachter, Sandra, et al. Counterfactual Explanations without Opening the Black Box: Automated Decisions and the GDPR. pp. 1-52.
07



Counterfactual Explanations

fx) =0 decision boundary

Formally: For x* with f(x) = 0, the counterfactual is defined as x“":= x"+5" with
F - F /
5 e argmin, [[0f|, s.t. f(x"+6) =Y.

v’ is the desired outcome.

28



Recourse Setting

What can | do to
| change the
decision?

e suppose a ML model rejects your request (job application, loan application,
hospital admission, ....)

* recourse recommendations tell you what to do to get accepted

29



Are counterfactual explanations
suitable for algorithmic recourse?

30



Robusthess

Random Forest

Education

20 30 40 50 60
Hours Worked

look like.

., Counterfactual Explanation o Decision Tree
22+ 22
- -
O O
= 20¢ = 20
> >
- :
=18 O >l = 18
=] £a
16 16
4590730 40 50 60 14790 30 40 50 60
Hours worked per week Hours Worked
(a) A recipient obtains a counterfactual ex- (b) What the recipient believes the decision (c) How the decision boundary may actually
planation. boundary looks like.
O Individual B Prediction 1 Region of Stability Around the Input

E=3 Direction of Monotonicity

. Counterfactual B Prediction 0 [ Region of Stability Around the Counterfactual
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Actionability

“If you were 10 years younger, you would be accepted”.

= Replace ||0||, with more sensible cost function c(o)

Ustun, Berk, Alexander Spangher, and Yang Liu. "Actionable recourse in linear classification."
Proceedings of the conference on fairness, accountability, and transparency. 2019.
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Plausibility

“If you were a CEO (and still earned 1000$/mo), you would have been accepted”

=0 decision boundary

J&x) =1

> &3 :

/ )CCF

= add constraint that p(x¢!) > 0

33



Causal Dependencies

“If you were a CEQO (and still had the same
salary), you would be accepted”. -
profession

Q: What’s wrong here? °

= We want to estimate the causal effect
of intervening in the real-world

Karimi, Amir-Hossein, Bernhard Scholkopf, and Isabel Valera. "Algorithmic recourse: from counterfactual explanations to
interventions." Proceedings of the 2021 ACM conference on fairness, accountability, and transparency. 2021.

34



Acceptance vs. Improvement

“If you treat your symptoms by

taking antipyretics, you would be
allowed to enter.”

predicted risk Y
Q: What’s wrong here? @ -

= We want applicants to improve (Y = 1)

35



Challenges for XAl

Challenge 1IV: Estimation
 Many interesting techniques are difficult and costly to estimate

 Many interesting techniques require additional knowledge (user cost
function, statistical relationships, causal relationships, ...)

36



1 Be careful to distinguish... !!

e model-level causation

- association @
e data-level causation d‘ﬂ

37



(Global) Feature Attribution



explain outcomes by
assigning one score
per feature

S

serum: log triglycerides -
BMI -

blood pressure -

Sex 7

serum: HDL -

blood sugar -

serum: LDL

serum: total cholesterol -
age -

serum: TCH -

0

250 500 750 1000
PFI (increase in MSE, 95% ClI)

1250
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Simple Example:
Permutation Feature Importance (PFl)

40



Permutation Feature Importance (PFl)

X1 Xj X4 X1
1.4 0 -21 1.4

X- 28 o 24 X 28
____________ R e B P

.............................................................................................................................................................................

PFI; = R(f(X),Y)) — R(f(X),Y)

Breiman, Leo. "Random forests." Machine learning 45 (2001): 5-32.

41



Permutation Feature Importance (PFl)

Model-agnostic, global, feature importance method

Idea: Gain understanding by assessing how
destroying a feature affects the model’s

serum: log triglycerides T

performance. BMI -
blood pressure

SexX 7

serum: HDL T

Formally: The difference in risk before and after blood sugar -

. serum: LDL7 [

pertu I’bl ng X serum: total cholesterol 1 1
J o] -

serum: TCH 1

PFI:= R(f(X;, X_), Y) = R(f(X), 1)

with X; ~ P(X))and X; L X_, Y.

0 250 500 750 1000 1250
PFI (increase in MSE, 95% CI)

Breiman, Leo. "Random forests." Machine learning 45 (2001): 5-32.
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serum: log triglycerides -
BMI -

blood pressure -

Sex T

serum: HDL -

blood sugar -

serum: LDL -

serum: total cholesterol -
age -

serum: TCH -

Game

0

250 500 750 1000
PFI (increase in MSE, 95% ClI)

1250

Which variables are most
“Informative” about diabetes
progression?

What could we do to reduce

diabetes progression?
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Example

Data: X; and X, nearly perfectly correlated, but irrelevant for Y.

Only X is relevant for Y.

Loss-optimal model:

f(x) = X3+ (X — X)) & X3

Q: Which features does PFIl consider to be important?
What do you conclude about the suitability of PFI for inference?

44



PFl and Extrapolation

X2 = X (irrelevant for Y), Y= X3 + €y, model f(x) = x3 + (X1 — X2)

training data after permuting X>

2 - 2+
O
0
2

O - = O -
L
¢

_0 _0 -

2 0 2 2 0 2
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Observational Value Functions

46



Observational Value Function

DGP (X, Y) ~ P, features D := {1,...,d}, ML modelf, risk R
Restricted Model: fS with S C D,
gq(xg) := E[g(xg, X_g) | Xg = x,]

Value Function: v4(5) := R(Y,f@) — R(Y,fS(XS))

47



Observational Perturbations

X = X1 (irrelevant for Y), Y = X3 + £,, model f(x) = x3 + (X1 — X2)

training data after conditional perturbation of X5
2 - < 2 o
al
O - g 0 -
Q
z
2 - s =2 -

48



DGP Interpretation

For L2-loss and optimal models (e.g., Covert2020):
*(x) = E[Y|X = x]
Fi(x,) = E[Y|X, = xq]

v(S) := Var(E[Y | X))

49



The Feature Attribution Problem



Game

Task: Come up with a way to construct a feature
attribution score (one score/feature) based on v.

X1, X; €{—1, + 1} independent fair coins, Z=X1X,, Xa=Z+¢€, Y=2+E,

—
-
o

0.80 0.80

0.50 - 0.44

0.44 0.44

v(S): share of Var(Y) explained

0.00 0.00 0.00
|

% (1} {2y {3} {12} {13} <{2,3} {1,2.3}

feature set S
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Why is attribution difficult?

Task: What notion of simplicity does feature attribution assume?
What makes attribution difficult in practice?

Answer: Feature attribution “assumes” that features contribute
iIndividually.

If there are no interactions and no dependencies

W(S) = Z V().

€S

52



Leave-One-Covariate-Out (LOCO)

©
@)
|

How much surplus does
feature j contribute over all

remaining features —j?

O
W

LOCO (share of Var(Y))
—
N

O
—h

¢, =v(juU—=j)—v(=))

O
o

O
AN
I

LOCO: v(D) —v(D \ {j})

0.36 0.36
X1 X X3
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Shapley Value approach

How much does feature j contribute
over features S, ; that appear before

] in some ordering &, averaged over
all orderings 7.

b= ), v(jUS,) —v(S,)

nwell

— More next week

SAGE (share of Var(Y))

©
@)
|

O
NN
I

©
w
!

O
N

0.1

0.0

SAGE: Shapley value of v

0.29
0.25 0.25 I
X1 X5 X3




Outlook: DIP Decomposition

X1, X5 fair coins,
Z=X1X2, X3 =Z+E,

Y=2+¢,

Move beyonad one score per g °
feature? g 02

% 0.0

. . . =

¢j = v())+ +Dep(j, — ) 2 02

L -0.4
— User can see whether simplicity a XX
notion is justified. standalone v({j})

I via dependencies

via interactions
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Conclusion
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Conclusion: Be rigorous about ...

What concrete question are we trying to answer?
Does the XAl method allow answering it?
Distinguish different levels of causation (model, data) and association.

What notion of simplicity does the XAl method assume? Can the
explanation user know whether the assumption holds?

Can the XAl method be estimated in practice?
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Thanks!



Supplement



Importance of A Causal Perspective

Explanatory
Link?

atemp

windspeed

working.day II-- featu re i m po rtan Ce

0.0 0.5 1.0 .

PFI (MSE) 1e

global

Causality helpful both to formalize question (Challenge |)
& interpretation rules (Challenge i)
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Causality: A Short Primer



Association # Causality

disease Y, risk factors C, symptoms S, unobserved confounder U
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Notation

Translation

The do-operator

P(Y =1 )
—P(Y = 1] )

Are people with symptoms more
likely to be sick than people without
symptoms?

P(Y =1|do(S = 1))
_P(Y = 1|do(S = 0))

Does treating the symptoms
affect the probability of being
sick?

-> causation

03



Model-level vs Data-level Interventions

(X = 1) * plugging different values into the model inputs
O = X . .
- e Interventions on one model input does not affect
model-level interventions other model inputs

do(X = x) e |nterventions in the real world

 May affect covariates as well
data-level interventions
data model
C

O—©-O

o4



Nine Perspectives
on Model and Data



What object is explained?

O O O

prediction target relationship

On what level is the object explained?

model-level interventions data-level interventions

Nine Perspectives on Model and Data

association

66



Nine Perspectives on Model and Data

O () O

Does the model
o rely on the feature
dO(X - 'x) “genderu?

S
|l
>‘<\

What can | do to What can we do
do(X = x') get accepted? to treat the

disease?

67



Nine Perspectives on Model and Data

O () O

Does the model

o rely on the feature
dO(X o 'x) “genderu?

Which biomarkers
are correlated with the

S
|l
>‘<\

disease?
What can | do to Does the diagno_sis What can we do
do(X = x') get accepted? model also work in a to treat the
different hospital? disease?

63



Intermediate Conclusion

* In general, the nine perspectives on model and data are distinct

 The questions we try to answer in XAl concern distinct perspectives
= There is no universal XAl method

= Requirements towards methods are not universal
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