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OpenAI: GPT-6 Astra, September 2026 – https://openai.com/index/gpt-6-astra/ 2

https://openai.com/index/gpt-6-astra/


Anthropic: Claude Fable 5.1 and Claude Mythos 5.1, September 2026 – https://www.anthropic.com/claude-fable-and-mythos-5-1 3

https://www.anthropic.com/claude-fable-and-mythos-5-1


Deep Learning for Images and Video



create an image of a lecture hall at the university of tübingen with students who want to learn
about deep learning

OpenAI ChatGPT, 2026 5



The same prompt with Stable Diffusion 3.5 Large

Stability AI: Stable Diffusion 3.5 Large, 2024 – https://huggingface.co/stabilityai/stable-diffusion-3.5-large 6

https://huggingface.co/stabilityai/stable-diffusion-3.5-large


A text prompt becomes an interactive 3D world

Google DeepMind Genie 3, 2025 – https://deepmind.google/discover/blog/genie-3-a-new-frontier-for-world-models/ 7

https://deepmind.google/discover/blog/genie-3-a-new-frontier-for-world-models/


Deep Learning for Audio



Describe a song in a sentence

Google DeepMind Lyria 3.5, 2026 – https://blog.google/innovation-and-ai/products/gemini-app/better-tracks-lyria-gemini/ 9

https://blog.google/innovation-and-ai/products/gemini-app/better-tracks-lyria-gemini/


Deep Learning for Robotics



Robot arms follow instructions in natural language

Google DeepMind Gemini Robotics, 2025 – https://deepmind.google/discover/blog/gemini-robotics-brings-ai-into-the-physical-world/ 11

https://deepmind.google/discover/blog/gemini-robotics-brings-ai-into-the-physical-world/


“put the watering can into the green bin”

Google DeepMind Gemini Robotics 2, 2026 – https://deepmind.google/blog/gemini-robotics-2-brings-whole-body-intelligence-to-robots/ 12

https://deepmind.google/blog/gemini-robotics-2-brings-whole-body-intelligence-to-robots/


Deep Learning for Science



According to OpenAI, 10,000 AI agents worked on this for 88 hours

OpenAI: Finite Time Blowup for Navier–Stokes, September 2026 – https://openai.com/index/navier-stokes-solution/ 14

https://openai.com/index/navier-stokes-solution/


AlphaFold predicts the 3D structure of a protein from its amino-acid sequence

Jumper et al.: Highly Accurate Protein Structure Prediction with AlphaFold. Nature, 2021. Image: Google DeepMind. 15



Hurricane forecasts

Alet et al.: Operational Tropical Cyclone Forecasting with AI. Nature, 2026. Image: Google DeepMind. 16



What will you learn in this lecture?

▶ This lecture is about deep learning, the technology behind the showcased AI
applications.

▶ Deep learning is a flexible and scalable recipe for fitting a function to data by
gradient descent.

▶ In deep learning, we learn a differentiable neural network from data, using a loss
function and an optimization algorithm.

▶ The gradients of the neural network are computed with backpropagation.
▶ In this lecture, you will learn about these individual components, and how they fit

together in a language model or image generator.
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“Deep learning is just a buzzword
for neural nets, and neural nets are
just a stack of matrix-vector mul-
tiplications, interleaved with some
non-linearities. No magic there.”

Ronan Collobert (Torch), 2011
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Agenda

1.1 Organization

1.2 History of Deep Learning

1.3 Machine Learning Basics
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1.1
Organization



Team

Dr.
Sebastian Bordt

Dr.
Yong Cao

Naama
Pearl

Glenn
Angrabeit

▶ Lecture: Sebastian Bordt
▶ Tutorials and exercises: Yong Cao, Naama Pearl, Glenn Angrabeit
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Contents

Goal: Students gain an understanding of the theoretical and practical concepts of
deep neural networks including, optimization, inference, architectures and
applications. After this course, students should be able to develop and train deep
neural networks, reproduce research results and conduct original research.

▶ History of deep learning
▶ Linear/logistic regression
▶ Multi-layer perceptrons
▶ Backpropagation
▶ Loss and Activation Functions
▶ Optimization and Regularization

▶ Convolutional Neural Networks
▶ Sequence Models
▶ Natural Language Processing
▶ Transformers
▶ Autoencoders
▶ Diffusion Models
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Related Lectures

▶ Introduction to ML (BSc): 4 lectures on DL basics, lighter treatment
▶ Mathematics for ML: Repetitation of BSc math and probability / statistics
▶ Mathematics for DL (online): 4h, only the basics necessary to follow this course
▶ Data Literacy: Hands-on data science, classic tools, complementary to DL
▶ Statistical ML: Little overlap (e.g., PCA), theoretical focus
▶ Probabilistic ML: 3 lectures on DL, but probabilistic and more theoretical focus
▶ Reinforcement Learning: Builds upon deep learning, modern RL applications
▶ Computer Vision: Builds upon deep learning, modern CV applications
▶ Self-Driving Cars: Builds upon deep learning, modern SDC applications
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Organization



Organization
▶ Lecture (Wednesdays: 14:15–15:45, HS N05, Hörsaalzentrum Morgenstelle)

▶ Held in person, not hybrid and not recorded
▶ Ask (many) questions during the lecture (dare to ask!)

▶ Tutorial (Wednesdays: 16:15–17:45, same room)
▶ Exercise hand-out, joint problem solving and discussion of solutions

▶ No lecture and no tutorial on 18.11.2026 and 09.12.2026
▶ We further provide:

▶ Practice via exercise sheets with solutions (solve them!)
▶ Individual help via the helpdesk (make use of it!)
▶ Fast feedback via the Ilias forum (ask and reply!)

▶ Exam: Written, at the end of the semester
▶ Register in Ilias today – needed for announcements and the quizzes
▶ Course Website (Ilias link, slides, exercise sheets):

https://www.tml.cs.uni-tuebingen.de/teaching/2026_deep_learning/
25
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Recordings

▶ This lecture is not recorded
▶ There are recordings of the Deep Learning lecture by Andreas Geiger (winter

term 2020/21)
https://www.youtube.com/playlist?list=PL05umP7R6ij3NTWIdtMbfvX7Z-4WEXRqD

▶ Up to Convolutional Neural Networks (02.12.): similar material, but not the same!
▶ After that, the content of this year’s lecture is completely different
▶ We recommend that you attend the lecture
▶ If this is not possible: the recordings can be useful in the first half of the

semester, but not after that

26
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Exercises

▶ Exercises are offered every 2 weeks, 6 assignments in total
▶ Exercises deepen the understanding with pen & paper and coding tasks
▶ Solving the exercises is not a prerequisite to participate in the exam
▶ Solving the exercise sheets yourself is the best preparation for the exam
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Exercises

▶ Sheets are introduced in the tutorial and made available on the course website
▶ Each sheet runs for two weeks; the first one goes out today
▶ Nothing has to be handed in. We publish the solutions and discuss them in the

tutorial
▶ You can work on the exercise sheets in groups!
▶ Solving the exercise sheets yourself is the best preparation for the exam
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The First Five Weeks

Week Date Lecture Tutorial

1 14.10. Introduction Sheet 1 out

2 21.10. Computation Graphs work on sheet 1

3 28.10. Deep Neural Networks I Solutions 1; sheet 2 out

4 04.11. Deep Neural Networks II work on sheet 2

5 11.11. Regularization Solutions 2; sheet 3 out

▶ . . . and so on, for 6 sheets over the semester
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A Note on AI Assistants

▶ Spending time on the exercises is the most effective way to prepare for the exam
▶ Having an AI assistant solve a sheet for you will effectively harm you
▶ It will not help you in the exam: there you need to understand the topic yourself
▶ Simple rule to success: never show an assistant the exercise sheets!
▶ Asking an assistant to explain a concept is a different matter – but solve the

sheets yourself, then compare with our solutions
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Exercise Helpdesk

▶ We offer a weekly helpdesk where our TAs
provide individual support

▶ Just show up (no registration)
▶ Ask any question about the exercises
▶ Bring your laptop and show us the problem
▶ Start working on your sheet early
▶ When should it be? Scan the code and tell us

which slot suits you vote for a time
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Forum

▶ We use the Ilias forum for questions about the lecture and the exercises
▶ Ask (many) questions! Answer questions if you think you know the answer!
▶ Questions asked in the forum help everyone – prefer it over private mail
▶ Or simply ask in person in the break after the lecture
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A Typical Wednesday

1. Lecture (14:15–15:45)
▶ New material, examples and discussion

2. Break (30 minutes, 15:45–16:15)
3. Tutorial (16:15–17:45), hands-on:

▶ Live-coding sessions
▶ Quizzes
▶ Old exam exercises
▶ Programming tips and tricks
▶ A new sheet, or the solutions to the last one

Questions? I am there in the break after the lecture.
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What will the exam look like?

▶ Written main and make-up exam
▶ You may choose freely (but no 3rd exam)
▶ Registration via Alma
▶ Only pen and ruler allowed (no notes)
▶ Duration: 90 minutes (can be solved in 60)
▶ 5 Tasks, 10 points each
▶ Tasks cover both lectures and exercises
▶ Mix of knowledge, calculation, multiple choice

More information: https://www.tml.cs.uni-tuebingen.de/teaching/2026_deep_learning/ 34
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Exam Registration and Admission

▶ Registration for the exam is in Alma
▶ No Alma account by the deadline? Email your name, matriculation number and

field of study to Patrizia Balloch (tml-sekretariat@inf.uni-tuebingen.de)
▶ The exam date is not yet known – it will be published on the course website
▶ Throughout the semester: 5 short quizzes on Ilias about the lecture
▶ To take the exam, you must participate in at least 3 of the 5 quizzes!
▶ The quizzes are announced in the lecture and on the course website
▶ The quizzes need an Ilias account. No account? Send me an email

More information: https://www.tml.cs.uni-tuebingen.de/teaching/2026_deep_learning/ 35
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Work Ethics
This lecture has 6 ECTS, corresponding to a total workload of 180 hours (MHB)
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Course Materials and Prerequisites



Where This Class Comes From

▶ The content of this class is based on the
Deep Learning class by Prof. Andreas
Geiger (Autonomous Vision Group,
Tübingen)
https://uni-tuebingen.de/de/175884

▶ The lectures of that class are available as
videos on YouTube
https://www.youtube.com/playlist?list=

PL05umP7R6ij3NTWIdtMbfvX7Z-4WEXRqD

▶ They are a useful companion, but we do
not cover exactly the same material

Andreas Geiger
University of Tübingen
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Course Materials

Books:
▶ Goodfellow, Bengio, Courville: Deep Learning

http://www.deeplearningbook.org

▶ Bishop: Pattern Recognition and Machine Learning
http://www.springer.com/gp/book/9780387310732

▶ Zhang, Lipton, Li, Smola: Dive into Deep Learning
http://d2l.ai

▶ Deisenroth, Faisal, Ong: Mathematics for Machine Learning
https://mml-book.github.io

▶ Petersen, Pedersen: The Matrix Cookbook
http://cs.toronto.edu/~bonner/courses/2018s/csc338/matrix_cookbook.pdf
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Course Materials
Courses:
▶ McAllester (TTI-C): Fundamentals of Deep Learning

http://mcallester.github.io/ttic-31230/Fall2020/

▶ Kolterl, Chen (CMU): Deep Learning Systems
https://dlsyscourse.org/lectures/

▶ Leal-Taixe, Niessner (TUM): Introduction to Deep Learning
http://niessner.github.io/I2DL/

▶ Grosse (UoT): Intro to Neural Networks and Machine Learning
http://www.cs.toronto.edu/~rgrosse/courses/csc321_2018/

▶ Li (Stanford): Convolutional Neural Networks for Visual Recognition
http://cs231n.stanford.edu/

▶ Abbeel, Chen, Ho, Srinivas (Berkeley): Deep Unsupervised Learning
https://sites.google.com/view/berkeley-cs294-158-sp20/home
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Course Materials
Tutorials:
▶ The Python Tutorial

https://docs.python.org/3/tutorial/

▶ NumPy Quickstart
https://numpy.org/devdocs/user/quickstart.html

▶ PyTorch Tutorial
https://pytorch.org/tutorials/

Frameworks / IDEs:
▶ Visual Studio Code

https://code.visualstudio.com/

▶ Google Colab
https://colab.research.google.com

41
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Prerequisites

Computer Science:
▶ Variables, functions, loops, classes, algorithms

Python:
▶ https://docs.python.org/3/tutorial/

Math:
▶ Linear algebra, probability and information theory. If unsure, have a look at:

Luxburg: Mathematics for Machine Learning (Lecture)
Deisenroth: Mathematics for Machine Learning (Book)
Geiger: Mathematics for Deep Learning (4h Micro Lecture)

42
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Prerequisites

https://uni-tuebingen.de/de/241678 43
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Stretching Break
5 Minutes



1.2
An Overview of Deep Learning



The History of Deep Learning

▶ 1943: McCulloch and Pitts propose the first
mathematical model of a neuron

▶ 1958: Rosenblatt’s Perceptron
▶ 1986: Backpropagation algorithm
▶ 1997: Long Short-Term Memory (LSTM)
▶ 1998: Convolutional Neural Networks (MNIST, LeNet)
▶ 2009-2012: Image Recognition Breakthroughs

(CIFAR-10, ImageNet, AlexNet)
▶ 2012-now: Modern era of deep learning

[The Mark I Perceptron]
46



Inspiration from the Brain

▶ Neural networks began as models of neurons
in the brain (McCulloch and Pitts, Rosenblatt)

▶ Building models that are like the brain has
inspired many (including Geoffrey Hinton)

▶ The degree to which modern neural networks are actually like human or animal
brains is a research question, and there is no consensus on the matter

▶ What is definitely true: historically, deep learning has been inspired by the idea of
building computers that work like the brain

1950 1960 1970 1980 1990 2000 2010 2020
Rosenblatt: The Perceptron: A Probabilistic Model for Information Storage and Organization in the Brain. Psychological Review, 1958. 47



2009: ImageNet

ImageNet, introduced in 2009, was
the first large-scale image recognition
dataset.
▶ Recognition benchmark (ILSVRC)
▶ 1 million annotated images
▶ 1000 categories

mammal placental carnivore canine dog working dog husky

vehicle craft watercraft sailing vessel sailboat trimaran

Figure 1: A snapshot of two root-to-leaf branches of ImageNet: the top row is from the mammal subtree; the bottom row is from the
vehicle subtree. For each synset, 9 randomly sampled images are presented.

0 500 1000 1500 2000 2500
0

0.05

0.1

0.15

0.2

# images per synset

pe
rc

en
ta

ge

Subtree # Synsets
Avg. synset 

size

Total # 

image

Mammal 1170 737 862K

Vehicle 520 610 317K

GeoForm 176 436 77K

Furniture 197 797 157K

Bird 872 809 705K

MusicInstr 164 672 110K

Summary of selected subtrees

Figure 2: Scale of ImageNet. Red curve: Histogram of number
of images per synset. About 20% of the synsets have very few
images. Over 50% synsets have more than 500 images. Table:
Summary of selected subtrees. For complete and up-to-date statis-
tics visit http://www.image-net.org/about-stats.

images spread over 5247 categories (Fig. 2). On average
over 600 images are collected for each synset. Fig. 2 shows
the distributions of the number of images per synset for the
current ImageNet 1. To our knowledge this is already the
largest clean image dataset available to the vision research
community, in terms of the total number of images, number
of images per category as well as the number of categories 2.

Hierarchy ImageNet organizes the different classes of
images in a densely populated semantic hierarchy. The
main asset of WordNet [9] lies in its semantic structure, i.e.
its ontology of concepts. Similarly to WordNet, synsets of
images in ImageNet are interlinked by several types of re-
lations, the “IS-A” relation being the most comprehensive
and useful. Although one can map any dataset with cate-

1About 20% of the synsets have very few images, because either there
are very few web images available, e.g. “vespertilian bat”, or the synset by
definition is difficult to be illustrated by images, e.g. “two-year-old horse”.

2It is claimed that the ESP game [25] has labeled a very large number
of images, but only a subset of 60K images are publicly available.

ESP Cattle Subtree Imagenet Cattle Subtree
176

Imagenet Cat SubtreeESP Cat Subtree

1377

376

1830

Figure 3: Comparison of the “cat” and “cattle” subtrees between
ESP [25] and ImageNet. Within each tree, the size of a node is
proportional to the number of images it contains. The number of
images for the largest node is shown for each tree. Shared nodes
between an ESP tree and an ImageNet tree are colored in red.

gory labels into a semantic hierarchy by using WordNet, the
density of ImageNet is unmatched by others. For example,
to our knowledge no existing vision dataset offers images of
147 dog categories. Fig. 3 compares the “cat” and “cattle”
subtrees of ImageNet and the ESP dataset [25]. We observe
that ImageNet offers much denser and larger trees.

Accuracy We would like to offer a clean dataset at all
levels of the WordNet hierarchy. Fig. 4 demonstrates the
labeling precision on a total of 80 synsets randomly sam-
pled at different tree depths. An average of 99.7% preci-
sion is achieved on average. Achieving a high precision for
all depths of the ImageNet tree is challenging because the
lower in the hierarchy a synset is, the harder it is to classify,
e.g. Siamese cat versus Burmese cat.

Diversity ImageNet is constructed with the goal that ob-
jects in images should have variable appearances, positions,

1950 1960 1970 1980 1990 2000 2010 2020

Im
ageNet

Deng et al.: ImageNet: A Large-Scale Hierarchical Image Database. CVPR, 2009. 48



2012: AlexNet

AlexNet, published at NeurIPS in 2012,
was a breakthrough in image recogni-
tion.
▶ The first neural network to win

ILSVRC
▶ A deep model trained on GPUs
▶ Sparked the deep learning

revolution [Trebol6, Wikimedia Commons, CC BY-SA 4.0]

1950 1960 1970 1980 1990 2000 2010 2020

AlexN
et

Krizhevsky, Sutskever, Hinton: ImageNet Classification with Deep Convolutional Neural Networks. NIPS, 2012. 49



2012-2017: The ImageNet Era

In five years, the top-5 error on ILSVRC
fell from 25.8% to below 4%.
▶ Networks became much deeper
▶ AlexNet (8) → ResNet (152

layers)
▶ Surpassed human-level

performance

3.57

6.7 7.3

11.7

16.4

25.8

28.2

ILSVRC'15
ResNet

ILSVRC'14
GoogleNet

ILSVRC'14
VGG

ILSVRC'13 ILSVRC'12
AlexNet

ILSVRC'11 ILSVRC'10

ImageNet Classification top-5 error (%)

shallow8 layers

19 layers22 layers

152 layers

8 layers

[He et al., CVPR 2016]

1950 1960 1970 1980 1990 2000 2010 2020
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He, Zhang, Ren, Sun: Deep Residual Learning for Image Recognition. CVPR, 2016. 50



2012-now: The Golden Age of Datasets

▶ KITTI, Cityscapes: Self-driving
▶ PASCAL, MS COCO: Recognition
▶ ShapeNet, ScanNet: 3D DL
▶ GLUE: Language understanding
▶ Visual Genome: Vision/Language
▶ VisualQA: Question Answering

1950 1960 1970 1980 1990 2000 2010 2020

Datase
ts

Geiger, Lenz and Urtasun: Are we ready for Autonomous Driving? The KITTI Vision Benchmark Suite. CVPR, 2012. 51



2014: Generalization

▶ Empirical demonstration that
deep representations generalize
well despite large number of
parameters

▶ Pre-train CNN on large amounts
of data on a generic task (e.g.,
ImageNet)

▶ Fine-tune only last layers on few
data of a new task

CNN Features off-the-shelf: an Astounding Baseline for Recognition

Ali Sharif Razavian Hossein Azizpour Josephine Sullivan Stefan Carlsson
CVAP, KTH (Royal Institute of Technology)

Stockholm, Sweden
{razavian,azizpour,sullivan,stefanc}@csc.kth.se

Abstract

Recent results indicate that the generic descriptors ex-
tracted from the convolutional neural networks are very
powerful. This paper adds to the mounting evidence that
this is indeed the case. We report on a series of exper-
iments conducted for different recognition tasks using the
publicly available code and model of the OverFeat net-
work which was trained to perform object classification on
ILSVRC13. We use features extracted from the OverFeat
network as a generic image representation to tackle the di-
verse range of recognition tasks of object image classifica-
tion, scene recognition, fine grained recognition, attribute
detection and image retrieval applied to a diverse set of
datasets. We selected these tasks and datasets as they grad-
ually move further away from the original task and data the
OverFeat network was trained to solve. Astonishingly,
we report consistent superior results compared to the highly
tuned state-of-the-art systems in all the visual classification
tasks on various datasets. For instance retrieval it consis-
tently outperforms low memory footprint methods except for
sculptures dataset. The results are achieved using a linear
SVM classifier (or L2 distance in case of retrieval) applied
to a feature representation of size 4096 extracted from a
layer in the net. The representations are further modified
using simple augmentation techniques e.g. jittering. The
results strongly suggest that features obtained from deep
learning with convolutional nets should be the primary can-
didate in most visual recognition tasks.

1. Introduction
“Deep learning. How well do you think it would work
for your computer vision problem?” Most likely this ques-
tion has been posed in your group’s coffee room. And
in response someone has quoted recent success stories
[29, 15, 10] and someone else professed skepticism. You
may have left the coffee room slightly dejected thinking
“Pity I have neither the time, GPU programming skills nor
large amount of labelled data to train my own network to
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Figure 1: top) CNN representation replaces pipelines of s.o.a methods
and achieve better results. e.g. DPD [50].
bottom) Augmented CNN representation with linear SVM consistently
outperforms s.o.a. on multiple tasks. Specialized CNN refers to other
works which specifically designed the CNN for their task

quickly find out the answer”. But when the convolutional
neural network OverFeat [38] was recently made pub-
licly available1 it allowed for some experimentation. In
particular we wondered now, not whether one could train
a deep network specifically for a given task, but if the fea-
tures extracted by a deep network - one carefully trained
on the diverse ImageNet database to perform the specific
task of image classification - could be exploited for a wide
variety of vision tasks. We now relate our discussions and
general findings because as a computer vision researcher
you’ve probably had the same questions:
Prof: First off has anybody else investigated this issue?
Student: Well it turns out Donahue et al. [10], Zeiler
and Fergus [48] and Oquab et al. [29] have suggested that
generic features can be extracted from large CNNs and pro-
vided some initial evidence to support this claim. But they
have only considered a small number of visual recognition
tasks. It would be fun to more thoroughly investigate how

1There are other publicly available deep learning implementations such
as Alex Krizhevsky’s ConvNet and Berkeley’s Caffe. Benchmarking
these implementations is beyond the scope of this paper.
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Razavian, Azizpour, Sullivan, Carlsson: CNN Features Off-the-Shelf: An Astounding Baseline for Recognition. CVPR Workshops, 2014. 52



2014: Visualization

▶ Goal: provide insights into what
the network (black box) has
learned

▶ Visualized image regions that
most strongly activate neurons at
different layers

▶ Higher levels capture more
abstract semantic information

1950 1960 1970 1980 1990 2000 2010 2020
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Zeiler and Fergus: Visualizing and Understanding Convolutional Networks. ECCV, 2014. 53



2014: Adversarial Examples

▶ Accurate image classifiers can be
fooled by imperceptible changes

▶ Adversarial example:

x+argmin
∆x

{∥∆x∥2 : f(x+∆x) ̸= f(x)}

▶ All images classified as “ostrich”
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Szegedy et al.: Intriguing properties of neural networks. ICLR, 2014. 54



2014: Sequence to Sequence Learning

▶ An encoder RNN maps the input
sequence to a fixed-length vector

▶ A decoder RNN generates the
output sequence from that vector

▶ First end-to-end neural machine
translation

A B C <EOS>

W

W

X

X

Y

Y

Z

Z

<EOS>

encoder decoder

fixed-length
vector
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Sutskever, Vinyals, Le: Sequence to Sequence Learning with Neural Networks. NIPS, 2014. 55



2013-2014: Variational Autoencoders

▶ Learn a latent representation
together with a decoder that
turns it back into data

▶ Trained by maximising a lower
bound on the likelihood

▶ Sampling the latent space
produces new data
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VAE

Kingma and Welling: Auto-Encoding Variational Bayes. ICLR, 2014. 56



2014: Generative Adversarial Networks

▶ A generator and a discriminator
are trained against each other

▶ No likelihood is needed, only a
discriminator that cannot tell real
from fake

▶ Produced the first photorealistic
synthetic faces

1950 1960 1970 1980 1990 2000 2010 2020

GAN

Goodfellow et al.: Generative Adversarial Networks. NIPS, 2014. 57



2015: Graph Neural Networks

▶ Many kinds of data are graphs:
molecules, meshes, social and
traffic networks

▶ Convolution is generalised from
grids to arbitrary neighbourhoods

▶ Strong results in predicting
molecular properties
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GNN

Duvenaud et al.: Convolutional Networks on Graphs for Learning Molecular Fingerprints. NIPS, 2015. 58



2015: Deep Reinforcement Learning

▶ Deep Q-Networks learn to play
Atari games from raw pixels

▶ Reached human-level
performance on a range of
games

▶ Reward signal only, no
supervision
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Deep RL

Mnih et al.: Human-level control through deep reinforcement learning. Nature, 2015. 59



2016: WaveNet

▶ Autoregressive model of raw
audio waveforms

▶ Dilated convolutions capture
long-range structure

▶ Clear improvement in
text-to-speech quality

Input

Hidden Layer
Dilation = 1

Hidden Layer
Dilation = 2

Hidden Layer
Dilation = 4

Output
Dilation = 8
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Oord et al.: WaveNet: A Generative Model for Raw Audio. Arxiv, 2016. 60



2016: Style Transfer

▶ Separates the content of one
image from the style of another

▶ Uses the feature statistics of a
pre-trained CNN

▶ An early sign that learned
features are broadly reusable
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Gatys, Ecker and Bethge: Image Style Transfer Using Convolutional Neural Networks. CVPR, 2016. 61



2016: AlphaGo defeats Lee Sedol

▶ Go was long considered out of
reach for computers

▶ Deep networks combined with
Monte Carlo tree search

▶ AlphaGo Zero later learned
entirely from self-play
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Silver et al.: Mastering the game of Go without human knowledge. Nature, 2017. 62



2017: Mask R-CNN

▶ Detects objects and segments
them at the same time

▶ One model for detection,
segmentation and keypoints

▶ Became the standard baseline for
instance segmentation
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Mask
R-CNN

He, Gkioxari, Dollár and Girshick: Mask R-CNN. ICCV, 2017. 63



2017: The Transformer Architecture

▶ Attention replaces recurrence
and convolution

▶ Every position attends to every
other

▶ Parallelises far better than an
RNN

▶ Backbone of all modern large
models
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Vaswani et al.: Attention is All you Need. NIPS, 2017. 64



2018: Turing Award

In 2018, the “Nobel Prize of computing”
was awarded to:
▶ Yoshua Bengio
▶ Geoffrey Hinton
▶ Yann LeCun
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2016-2020: 3D Deep Learning

▶ First models to successfully
output 3D representations

▶ Voxels, point clouds, meshes,
implicit representations

▶ Prediction of 3D models even
from a single image

▶ Geometry, materials, light, motion
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3D DL

Niemeyer, Mescheder, Oechsle, Geiger: Differentiable Volumetric Rendering: Learning Implicit 3D Representations without 3D Supervision. CVPR, 2020. 66



2020: Diffusion Models

▶ The neural network is trained to predict the denoised version of a noisy input
▶ Sampling starts from pure noise and denoises repeatedly
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Ho, Jain, Abbeel: Denoising Diffusion Probabilistic Models. NeurIPS, 2020. 67



2021-2022: Text-to-Image Generation

▶ Diffusion models conditioned on
text

▶ DALL·E, Imagen, Stable
Diffusion

▶ Latent diffusion made it cheap
enough to run on a single GPU

▶ Reached a very wide audience
outside research

DALL·E (2021)

Latent Diffusion (2022)

An illustration of a
slightly conscious
neural network

A painting of a
squirrel eating a

burger

A watercolor
painting of a chair
that looks like an

octopus

1950 1960 1970 1980 1990 2000 2010 2020

Text-
to-Im

age

Ramesh et al.: Zero-Shot Text-to-Image Generation. ICML, 2021. Rombach et al.: High-Resolution Image Synthesis with Latent Diffusion Models. CVPR, 2022. 68



2020: GPT-3

▶ Language model by OpenAI, 175
billion parameters

▶ Text-in / text-out interface
▶ Many use cases: coding, poetry,

news articles, chatbots
▶ Solves new tasks from a few

examples in the prompt
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Brown et al.: Language Models are Few-Shot Learners. NeurIPS, 2020. 69



2022-2023: ChatGPT / GPT-4

▶ ChatGPT (2022): human feedback turned a
language model into something people
could talk to

▶ Incredibly popular outside the machine
learning community

▶ GPT-4 (2023): ”Sparks of AGI”, performs on
par with the average student on academic
exams

▶ Architecture and training data undisclosed

training with human feedback (RLHF)

1. Supervised fine-tuning
on answers written by humans

2. Reward model
trained on human rankings

3. Reinforcement learning
maximise the learned reward
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OpenAI: GPT-4 Technical Report. Arxiv, 2023. Ouyang et al.: Training language models to follow instructions with human feedback. NeurIPS, 2022. 70



2024: Two Nobel Prizes

▶ Physics: John Hopfield and Geoffrey Hinton, “for foundational discoveries and
inventions that enable machine learning with artificial neural networks”

▶ Chemistry: David Baker, Demis Hassabis and John Jumper, for computational
protein design and protein structure prediction (AlphaFold)

▶ Deep learning is recognised as a tool of the natural sciences, not only of
computer science

Hopfield Hinton Baker Hassabis Jumper
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Photos: Arthur Petron, Wikimedia Commons, CC BY-SA 4.0. 71



1.3
Machine Learning Basics



Goodfellow et al.: Deep Learning, Chapter 5
http://www.deeplearningbook.org/contents/ml.html

http://www.deeplearningbook.org/contents/ml.html


Learning Problems

▶ Supervised learning
▶ Learn model parameters using dataset of data-label pairs {(xi, yi)}Ni=1

▶ Examples: Classification, regression, structured prediction
▶ Unsupervised learning

▶ Learn model parameters using dataset without labels {xi}Ni=1

▶ Examples: Clustering, dimensionality reduction, generative models
▶ Self-supervised learning

▶ Learn model parameters using dataset of data-data pairs {(xi, x
′
i)}Ni=1

▶ Examples: Self-supervised stereo/flow, contrastive learning
▶ Reinforcement learning

▶ Learn model parameters using active exploration from sparse rewards
▶ Examples: deep q learning, gradient policy, actor critique
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Supervised Learning



Classification, Regression, Structured Prediction
Classification / Regression:

f : X → N or f : X → R

▶ Inputs x ∈ X can be any kind of objects
▶ images, text, audio, sequence of amino acids, . . .

▶ Output y ∈ N/y ∈ R is a discrete or real number
▶ classification, regression, density estimation, . . .

Structured Output Learning:
f : X → Y

▶ Inputs x ∈ X can be any kind of objects
▶ Outputs y ∈ Y are complex (structured) objects

▶ images, text, parse trees, folds of a protein, computer programs, . . .
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Supervised Learning

Input OutputModel
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Supervised Learning

Input OutputModel

▶ Learning: Estimate parameters w from training data {(xi, yi)}Ni=1

▶ Inference: Make novel predictions: y = fw(x)
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Supervised Learning

Input OutputModel

▶ Learning: Estimate parameters w from training data {(xi, yi)}Ni=1

▶ Inference: Make novel predictions: y = fw(x)

77



Classification

 

Input

"Beach"

Model Output

▶ Mapping: fw : RW×H → {“Beach”, “No Beach”}
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Regression

 

Input

143,52 €

Model Output

▶ Mapping: fw : RN → R
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Structured Prediction

 

Input

"Das Pferd
 frisst keinen 
 Gurkensalat."

Model Output

▶ Mapping: fw : RN → {1, . . . , C}M
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Structured Prediction

Input Model

Can

Output

Monkey

▶ Mapping: fw : RW×H → {1, . . . , C}W×H
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Structured Prediction

Input Model Output

▶ Mapping: fw : RW×H×N → {0, 1}M3

▶ Suppose: 323 voxels, binary variable per voxel (occupied/free)
▶ Question: How many different reconstructions? 232

3
= 232768

▶ Comparison: Number of atoms in the universe? ∼ 2273
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Linear Regression



Linear Regression
Let X denote a dataset of size N and let (xi, yi) ∈ X denote its elements (yi ∈ R).
Goal: Predict y for a previously unseen input x. The input x may be multidimensional.
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Linear Regression
The loss function E(w) measures the displacement along the y dimension between
the data points (green) and the model f(x,w) (red) specified by the parameters w.

f(x,w) = w⊤x

E(w) =

N∑
i=1

(f(xi,w)− yi)
2

=
N∑
i=1

(
x⊤
i w − yi

)2

= ∥Xw − y∥22
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Here: x = [1, x]⊤ ⇒ f(x,w) = w0 + w1x 80



Linear Regression

The gradient of the loss function with respect to the parameters w is given by:

∇wE(w) = ∇w∥Xw − y∥22
= ∇w(Xw − y)⊤(Xw − y)

= ∇w

(
w⊤X⊤Xw − 2w⊤X⊤y + y⊤y

)
= 2X⊤Xw − 2X⊤y

As E(w) is quadratic and convex in w, its minimizer (wrt. w) is given in closed form:

∇wE(w) = 0

⇒ w = (X⊤X)
−1

X⊤y

The matrix (X⊤X)
−1

X⊤ is also called Moore-Penrose inverse or pseudoinverse.
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Example: Line Fitting



Line Fitting
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Linear least squares fit of model f(x,w) = w0 + w1x (red) to data points (green).
Errors are also shown in red. Right: Loss function E(w) wrt. parameter w1.
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Break

▶ Now: 30 minute break

▶ After that: Tutorial about derivatives
▶ Jacobian matrix, gradient
▶ How to compute derivatives!

Please complete this short quiz!

forms.gle/WM7gaKEVW4H6FanJ7
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